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Abstract

We develop two long-run monthly proxies for in�ation expectations in the United
States: a market-based measure derived from commodity prices from 1877-2020,
and a narrative intensity measure based on the text of all New York Times arti-
cles from 1870-2020. The market-based measure, despite having been in�uential
in extant literature, is found to be largely unrelated to subsequent in�ation. How-
ever, the narrative intensity measure is a strong and consistent predictor of future
in�ation. For the period of overlap with the Michigan Survey of Consumers, its cor-
relation with survey-based in�ation expectations is 0.74. We then use this measure
to provide new evidence on debates surrounding historical in�ations and de�ations.
Our most notable result is that, contrary to the current consensus, the de�ation
of 1930-33 became anticipated relatively early. An unsupervised article-level topic
analysis over the 150-year sample documents a shift from in�ation narratives based
on commodities, currency, and market quotations to narratives based on energy,
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1 Introduction

The expectations of agents about future states of the economy are widely understood

to have macroeconomic consequences (Coibion and Gorodnichenko 2026). In particu-

lar, expectations of inflation or deflation can significantly alter investment, consumption,

borrowing, and lending choices, and as a result, such expectations can be self-fulfilling

(Binder, Kamdar, and Ryngaert 2024). Inflation expectations are therefore strongly

linked to monetary and macroeconomic stability (Bernanke et al. 1999; Binder and Kam-

dar 2022; Bundick and Smith 2025; Carvalho et al. 2023; Weber et al. 2022). Furthermore,

sharp changes in inflation expectations have been identified as a trigger for the beginnings

and ends of major inflations and depressions (Bundick and Smith 2025; Ellison, Lee, and

O’Rourke 2024; Romer 2014; Sargent 1982). Debates on the role of expectations in these

episodes often hinge on which method is used to estimate expectations in contexts where

systematic survey data is unavailable (Binder 2016; Hamilton 1992; Ellison, Lee, and

O’Rourke 2024).

This paper contributes to this literature by constructing two long-run monthly prox-

ies for U.S. inflation expectations. The first is a commodity market measure based on

the price differences between spot and futures contracts, following the logic of the un-

biasedness hypothesis and Hamilton (1992). The longest-running version of this series,

incorporating wheat, corn, and oats contracts, begins in 1877, with pre-1959 data hand-

collected from the Annual Reports of the Chicago Board of Trade, Statistical Bulletins,

and Trade in Grain Futures. The second proxy is a narrative intensity measure, running

from 1870-2020, based on the proportion of inflation- and deflation-related words and

combinations of words published in the New York Times in a given month. Compared

to similar text-based measures in the literature, our measure is distinguished by the fact

that it is word-level rather than article-level, calculated at a monthly rather than annual

frequency, and spans 150 years (Binder 2016; Kalamara et al. 2022; Larsen, Thorsrud,

and Zhulanova 2021; Macaulay and Song 2023).

Commodity and news-based measures have been influential in prior literature, but

there has been little systematic effort to test how effective they are at proxying inflation
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expectations. We therefore test the relative effectiveness of our measures using a time-

weighted least squares (TWLS) rolling-window framework that examines how their ability

to predict future inflation has changed over time. The commodity-market measure is

found to be unrelated to subsequent inflation for most of the sample period. In periods

where it does predict inflation, the relationship is sometimes the reverse of what most of

the literature has assumed (Hamilton 1992; Lennard, Meinecke, and Solomou 2023; Perez

and Siegler 2003). Narrative intensity, however, is found to be a statistically significant

predictor of future inflation for the majority of the sample period, even when current

inflation is controlled for. During the post-1978 period, in which the measure overlaps

with the Michigan Survey of Consumers, the correlation coefficient between narrative

intensity and surveyed inflation expectations is 0.74.

We then use our narrative intensity measure to answer unresolved questions about the

role of inflation expectations in episodes that predate high quality survey data. These

debates often have significant implications for our understanding of the economy today,

since the pre-survey period incorporates the Great Depression and part of the Great

Inflation. The most consequential of these debates involves the deflation of 1930-33.

If this deflation was expected, the resulting spiral into depression can be explained by

consumer and business pessimism leading to a fall in spending, borrowing, and investment

(Cecchetti 1992; Romer 1993; Romer and Romer 2013). However, if this deflation was

largely unanticipated, then the more salient mechanism is the debt deflation dynamics

identified by Fisher (1933). Attempts to measure inflation expectations at this time have

used vector autoregressions, AR(1) models, Markov switching models, examination of

the few available surveys, news media analysis, and commodity-market-based measures

(Binder 2016). Estimates of when deflation became expected span from 1929 to 1933 (i.e.

the full length of the Depression) (Bordo, Erceg, and Evans 2000; Davis 2015; Dominguez,

Fair, and Shapiro 1988; Dorval and Smith 2015; Evans and Wachtel 1993; Hamilton 1992;

Klug, Landon-Lane, and White 2005; Romer and Romer 2013).

Summarizing this work, Binder and Kamdar (2022, p.142) stress the role of commodity-

based measures on informing our understanding of this period, stating that “the literature
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largely finds that the deflation at the start of the Great Depression was unanticipated.

For example, Hamilton (1992) shows that futures prices were above spot prices for most

commodities, indicating that investors did not expect prices to fall.” However, we find that

this measure is generally ineffective at predicting inflation over 144 years of data. The

narrative intensity measure, which performs much better, suggests that deflation became

widely expected during the first half of 1930.

The narrative intensity measure also provides novel insights into other ongoing his-

torical debates. It is a reasonably strong predictor of inflation under the pre-war gold

standard, suggesting that price movements in this era were more predictable than previ-

ously believed (Barsky and De Long 1991; Mitchener and Weidenmier 2010; Perez and

Siegler 2003). It exhibits a sharp, sustained increase in March 1933, consistent with

the Roosevelt administration’s emergency measures operating through the expectations

channel (Ellison, Lee, and O’Rourke 2024). During the Great Inflation, the measure

rises as early as the second half of 1969, suggesting that the unanchoring of expectations

occurred well before the major supply side shocks of the 1970s (Blinder and Rudd 2013;

Clarida, Gali, and Gertler 1999; Reis 2022). During the Great Moderation, the relation-

ship between narrative intensity and subsequent inflation breaks down, but it continues to

closely track surveyed expectations. One possible explanation for this is that the advent

of inflation targeting has made inflation expectations endogenous to monetary policy.

We then turn to the question of how inflation narratives are formed. We explore

this question by first using an unstructured topic analysis to identify the subjects that

most commonly appear alongside New York Times discussion of inflation or deflation.

In the early period, inflation discourse centered around agriculture, commodity prices,

and currency policy, but during the twentieth century the focus gradually shifted to

business costs, energy costs, and macroeconomic and monetary conditions. We then

examine which macroeconomic indicators are predictive of changes in narrative intensity.

CPI inflation predicts changes in narrative intensity, but industrial production does not,

and consumer-visible prices do not add predictive information once CPI is controlled

for. Using the monetary surprises data of Bauer and Swanson (2023), we show that

3



unexpectedly hawkish Fed announcements predict an increase in inflationary narrative

intensity. Although this result is initially counter-intuitive, further analysis shows that the

effect is driven entirely by the element of monetary surprises that is predictable based on

existing macro indicators. This result therefore suggests that inflation narratives treat

Fed announcements as a source of new information about the state of the monetary

economy.

This paper makes three main contributions. First, we contribute a long-run monthly

narrative-based proxy of U.S. inflation expectations dating back to 1870. The resulting

time series provides new evidence on long-running historical debates, providing empir-

ical support for economic models in which changes in consumer expectations played a

significant role in major episodes of inflation and deflation. Second, we demonstrate the

effectiveness of relatively simple news-based measures at proxying inflation expectations

in settings where survey data is not widely available. Conversely, we show that measures

based on commodity futures spreads, despite their influence on prior literature, have little

empirical validity. Finally, we provide evidence on how inflation narratives in news media

are formed. In recent times, inflationary narratives are most associated with discourse

on energy costs, policy, and macroeconomic conditions. Narrative intensity is found to

be predicted by changes in the current price level and the state of the economy implied

by Fed announcements.

The remainder of the paper proceeds as follows. Section 2 describes our data sources

and how we construct the commodity- and news-based measures. Section 3 uses a time-

weighted least squares framework and a comparison with survey data to empirically test

the validity of these measures. Section 4 examines the economic significance of the changes

in the narrative intensity time series over the past 150 years and discusses specific episodes

of interest in detail. Section 5 investigates which topics and factors are associated with,

or predictive of, changes in narrative intensity. Section 6 briefly concludes.
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2 Data and Construction of Inflation Expectations Proxies

2.1 Commodity Market Measure

In order to calculate the commodity market-based measure of inflation expectations,

we collect data on monthly futures and spot commodity prices spanning 1877–2020.

For the period between 1877 and 1959, the data have been hand-collected from three

sources: Annual Reports of the Board of Trade of the City of Chicago (vol. 20 - vol. 82),

Statistical Bulletins (No. 31, 34, 41, 43, 54, 55, 72, 74), and Trade in Grain Futures

(vol. 10 - vol. 27). For this period, we collected data on the three most actively traded

grain commodities in the US: wheat, corn, and oats. For July 1959 onward, data for

20 further commodities was downloaded from Barchart. We categorize the commodities

in our sample into six groups: grains, oilseeds, livestock, metals, energy, and softs. The

commodities in each group, exchanges where each commodity is traded, sample periods,

and maturity months are recorded in Appendix Table A1.

Since multiple contracts of varying maturities can be traded simultaneously, construct-

ing a continuous series of futures prices requires transitioning between futures of different

maturities. We use the most common approach, switching to the next futures contract on

the first day of the expiration month of the current contract (Carchano and Pardo 2009).

For example, suppose we are tracking wheat futures. If the nearest futures contract ex-

pires in September, we would switch to the next available contract (e.g., December) on

the first day of September. This allows us to avoid capturing the influence of imminent

contract expiration on price volatility.1

In extant literature, the commodity-market variable hypothesized to be an indicator of

inflation expectations is the spread, also known as the basis: the difference between the

spot price and futures price of a given commodity, or the difference between the price of

two futures contracts with different maturities (Hamilton 1987, 1992; Lennard, Meinecke,

and Solomou 2023; Shibamoto and Shizume 2014). The spot–futures spread, expressed

as a percentage, is given by:

1. Samuelson (1965) shows that prices exhibit abnormal volatility in the final weeks of futures con-
tracts.
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F (t, T ) − S(t)
S(t) (1)

Conceptually, this is a measure of the relative value to a commodity trader of two

options: investing in commodity futures at time t for delivery at time T , and purchasing

the commodity on the spot market at time t, with the opportunity to hold until T .

Generating a full time series requires two adjustments to equation 1. First, the maturity

of the next available futures contract in our dataset ranges from 1 month to 6 months,

and the calculated spread must account for these differences. Second, a trader who

invests in the commodity spot market must pay up front, thereby foregoing interest in

the period between t and T ; this foregone interest must be accounted for. A time-

consistent, maturity-adjusted measure of the spot–futures spread for any commodity i is

given by:

Adj_FS_Spreadi,t = Fi,t(T1) − Si,t × (1 + rft)∆T

Si,t × ∆T
(2)

where ∆T = (T1−t)/12 is the time in years between the observation date and the maturity

of the nearest futures contract, Fi,t(T1) is the end-of-month futures price of that contract,

Si,t is the end-of-month spot price, and rft is the end-of-month risk-free rate. The variable

Adj_FS_Spreadi,t, described by Fama and French (1988) as interest-adjusted basis, is a

maturity-adjusted and interest-adjusted measure of the market’s preference for a physical

commodity over its associated futures contract.2

For each commodity, we calculate a time series of interest-adjusted spreads in accor-

dance with equation 2.3 Since the prices of similar commodity types are often strongly

correlated, we then apply Principal Component Analysis (PCA) to isolate the common

components driving the variation in spreads for each commodity group outlined above.

This approach is frequently adopted in the literature to reduce dimensionality and better

2. We also calculate a version of the spread that uses two futures contracts of different maturities
rather than one spot and one futures contract. Tests of the effectiveness of this variation are included in
the Appendix Figure C3; the results do not materially change.

3. For the risk-free rate, we use the three-month Treasury Bill rate between 1954 and 2020. Between
1877 and 1954 we use the New York Commercial Paper rate with an adjustment of -0.60 percentage
points, in accordance with the average difference between the two rates during the period where the time
series overlap.
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understand the shared factors across multiple commodities (Chen et al. 2014; Gospodinov

and Ng 2013). Graphs of the first principal component of the spread for each group of

commodities are shown in Figure 1.

Figure 1: Commodity-Group Spot-Futures Spread Principal Components.

Literature that uses this measure as a proxy for inflation expectations assumes a pos-

itive relationship between the spread and expected inflation (DeVaro and Dotsey 1995;

Hamilton 1987, 1992; Lennard, Meinecke, and Solomou 2023; Perez and Siegler 2003;

Shibamoto and Shizume 2014). This is based on the logic of the unbiasedness hypoth-

esis, which states that the futures price is an unbiased estimator of the expected future
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spot price:

Fi,t(T ) = EtSi,t+T (3)

In theory, if this does not hold, market participants can profit by buying (selling) the

commodity futures at time t, then selling (buying) the commodity on the spot market

at time t + T . This implies that expected inflation is high when the futures price is high

relative to the spot price.

The validity of this framework has been disputed. Brenner and Kroner (1995) find

that the unbiasedness hypothesis does not typically hold for commodity markets. This is

because, unlike other financial instruments, a commodity has both an investment value

and a consumption value. The futures price is reflective only of an investment value,

but the spot price is the maximum of its current consumption and investment values

(Routledge, Seppi, and Spatt 2000). The physical commodity therefore has an implicit

option to be sold for consumption between time t and time t + T , whereas the futures

contract does not. The value of this option is termed the convenience yield, and is known

to be an important factor in the pricing of commodity futures (Schwartz 1997).

If convenience yields are larger when expected inflation is high, this could lead to a

negative relationship between AdjSpreadi,t and expected inflation (i.e. the opposite of

the relationship implied by equation 3). Suppose, for example, that investors become

cognizant of the possibility of transitory inflation, whereby commodity prices are higher

at some point between t and T than they are at T . This causes the convenience yield

component of the spread to rise, since holders of the commodity can profit from transitory

price movements, whereas holders of the futures contract cannot. The spot price therefore

rises relative to the futures price, leading to a decrease in AdjSpreadi,t.

A negative relationship between AdjSpreadi,t and expected inflation can also arise due

to storage cost effects (Saleuddin and Coffman 2018). If storage costs are economically

significant and elastic, they are expected to rise when the supply of a commodity is high

and fall when supply of a commodity is low. Since higher storage costs increase the value

of the futures contract relative to the commodity, a rise in storage costs leads to a rise in

AdjSpreadi,t. However, excess supply is also associated with subsequent falls in prices,
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which would lead to a fall in inflation expectations and lower future inflation. Higher

spot–futures spreads would therefore be associated with lower inflation expectations.

Either relationship between spreads and inflation is plausible, and the limited existing

empirical evidence on the subject is mixed. Perez and Siegler (2003) find a positive

relationship between commodity spot–futures spreads and subsequent price movements

in the pre-1914 period, but Gospodinov and Ng (2013), using commodity price data

between 1983 and 2008, find a negative relationship. Ellison, Lee, and O’Rourke (2024)

plot spreads against a measure of expected inflation derived from a dynamic factor model

between 1928 and 1936, observing a negative correlation. Its usefulness as a measure of

inflation expectations thus requires further evaluation.

2.2 Narrative Intensity from News

Recent literature has recognized the role of narratives in driving economic behavior and

suggested ways to quantify their impact (Andre et al. 2026; Eliaz and Spiegler 2020;

Shiller 2017). Roos and Reccius (2024, p.303) define an economically meaningful nar-

rative as “a sense-making story that emerges in a social context and suggests action to

a social group”. The narratives of interest to us can be summarized as “prices are ris-

ing” and “prices are falling”, stories that are inherently extrapolative, because past price

increases or decreases do not necessarily imply future price movements in the same direc-

tion. The terms “inflation” and “deflation”, which became common in the U.S. when the

Federal Reserve was established in 1913, represent the distillation of these narratives into

singular words. The actions suggested by inflationary (deflationary) narratives to con-

sumers include increasing (decreasing) short-term spending, decreasing (increasing) cash

holdings, and increasing (decreasing) borrowing. For businesses, inflationary narratives

might suggest increasing prices in anticipation of higher future costs. These narratives

can therefore plausibly be self-fulfilling, as the actions suggested by them contribute to

creating the realities they describe.

Our measure of the prevalence of these narratives, which we term “narrative intensity”,

is based on the text of New York Times articles between 1870 and 2020. For each

narrative, we count occurrences from a dictionary of words and phrases that express that
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narrative in the entire text of the New York Times in a given month. The inflationary

dictionary is {inflation, inflationary, price up, price increase, price rise, price advance,

rising prices, higher prices, high prices}; the deflationary dictionary is {deflation, price

down, price decrease, price fall, price drop, falling prices, lower prices, low prices, cheap

prices}. For terms that consist of two words, we allow up to four words between them

within the same article. For example, “... price is expected to go up” would be counted as

an inflationary term. Each dictionary count is then divided by the total number of words

published in the New York Times that month. The only gap in the 150-year sample is in

September and October 1978, when the newspaper was not published due to a strike.

Previous news-based measures of inflation expectation have typically counted the num-

ber of articles containing a set of terms in a given year (Binder 2016; Reis 2022). Our

measure is therefore novel in two ways: it is word-level rather than article-level, and it is

monthly rather than annual. It also covers a considerably longer period of time. Word

count measures have been found by Kalamara et al. (2022) to be surprisingly effective

at predicting economic variables in the post-1990 United Kingdom, even at a monthly

frequency. Although predictive power can be improved by combining word counts with a

machine learning approach, in the context of identifying a proxy for inflation expectations

this would constitute overfitting.

We do not make the strong claim that our measure constitutes inflation expectations;

rather we argue that it is a potential proxy for inflation expectations. This claim rests on

the simple assumption that inflationary/deflationary narratives, which inherently contain

an element of expectation, are more widespread when words and phrases that express

those narratives are more commonly used. Rather than attempting to isolate the expec-

tation element of narratives by looking for explicitly forward-looking terms in the text,

we control for the current rate of inflation in our regression frameworks. We also do not

attempt to remove terms that express an explicit counter-narrative, such as “the inflation

crisis is coming to an end”. This is because the relationship between counter-narratives in

the New York Times and narrative intensity among the wider population is ambiguous.

A sudden wave of New York Times stories denying the inflationary narrative might be
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reflective of a shift in public opinion, but it could also be a direct response to inflationary

narratives becoming widespread elsewhere.

We also choose to use the entire newspaper rather than the specific sub-sections that

may be most economically relevant. This has the advantage of incorporating changes in

the proportion of newspaper space devoted to economic issues and the spread of narratives

beyond the business community. However, there is also a risk of capturing irrelevant uses

of our terms. A clear example of this occurs in January 2015, when a spike in the

deflationary narrative intensity measure occurs as a result of a scandal involving Tom

Brady’s New England Patriots allegedly deflating footballs. Such instances are rare,

however, and only serve to create noise in the measure.4

Since issues of the New York Times have grown larger over time, we measure the

frequency of these terms relative to the total number of words published each issue. Our

inflation and deflation narrative intensity measures are thus calculated as follows:

Inflt = Inflationary-dictionary occurrencest

Total number of wordst

× 100 (4)

Deflt = Deflationary-dictionary occurrencest

Total number of wordst

× 100 (5)

In order to produce a single measure that incorporates both of these oppositional nar-

ratives, we need to account for the fact that inflation-related terms appear much more

frequently than those associated with deflation. We therefore range-scale each compo-

nent using its range over the full historical sample, T , where RInfl = maxs∈T (Infls) −

mins∈T (Infls) and RDefl = maxs∈T (Defls) − mins∈T (Defls).5 The unified narrative

intensity measure is therefore given by:

4. A version of the measure that omits the January 2015 observation from the range-scaling of defla-
tionary narratives was also produced, but the resulting time series is almost identical.

5. This adjustment technically introduces a slight look-ahead bias, as it is calculated using the range
of the entire sample, which is not known ex ante. For robustness, we calculate an alternative measure in
which the fixed denominators are replaced with ranges calculated using observations available through
month t. The results remain very similar under this alternative.
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NIt = Inflt
RInfl

− Deflt
RDefl

. (6)

Narrative intensity is a signed measure: it increases when inflationary language becomes

more prominent and decreases when deflationary language becomes more prominent. Its

values do not correspond to any particular level of expected inflation, and negative values

do not necessarily imply negative expected inflation.

Figure 2 shows the monthly narrative intensity index from 1870 to 2020. NIt can

be seen to generally correspond with inflationary trends in U.S. history, with the Great

Depression, World War II, Great Inflation, and Great Moderation all clearly visible.

Figure 2: Narrative Intensity, 1870–2020.

3 Are These Measures Effective?

The previous section outlines the theoretical case for considering our two measures a

proxy for inflation expectations, but how do they hold up empirically? The standard

method of validating an inflation expectations measure is to test whether it has some

(necessarily imperfect) ability to predict future inflation (Álvarez and Correa-López 2020;

Ang, Bekaert, and Wei 2007; Binder and Kamdar 2022; Coibion, Gorodnichenko, and

Kamdar 2018; Thomas 1999). On this metric, Ang, Bekaert, and Wei (2007) find that

survey measures tend to outperform macro models and market measures, and Thomas
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(1999) finds that surveys are highly effective predictors of inflation, with professional

and consumer surveys both outperforming the other during different periods. To our

knowledge, the present paper is the first to conduct long-run tests of the effectiveness of

news-based and commodity market-based measures.

Our aim in this section is to assess the degree to which our measures accurately proxy

inflation expectations, and a useful proxy would be expected to have a long-run positive

relationship with subsequent inflation. However, we do not require these proxies to be

in any way exogenous, and it is expected that expectations will be partly based on

observable economic factors. Our baseline specifications therefore do not control for

economic fundamentals or non-linear relationships between past and future inflation, as

these may form the basis of the expectations we are trying to measure.6 We do, however,

include the current year-on-year inflation in our main specifications, as we want to control

for the component of narrative intensity that is a direct response to current inflation. We

therefore begin with a simple OLS regression of year-on-year inflation on the twelve-

month lags of the annualized inflation rate, the grains spread measure, and the narrative

intensity measure:

πyoy,t = β0 + β1 · πyoy,t−12 + β2 · SpreadF St−12 + β3 · NIt−12 + ϵt (7)

The grains spread is used at this stage because it is the only spread for which we have

data as far back as 1877. Our measure of inflation is derived from the consumer price index

compiled by Shiller (2014). The pre-1913 section of this index is based on the wholesale

price index of Warren and Pearson (1935). The Warren-Pearson series has been criticized

by Perez and Siegler (2003) for overstating short-term price movements, as it focused on

easily-defined goods for which prices were readily available. Although price movements

6. A specification that controls for additional macroeconomic variables are included below, and Ap-
pendix B explores a range of models that control for additional inflation lags and allow for nonlinear
relationships between current and subsequent inflation. The coefficient on narrative intensity remains
positive and statistically significant in these specifications, and the additional of the narrative intensity
variable to the regression models increases the adjusted R2 by between 8 and 10%. Although we do
not consider this necessary for the variable to be an effective proxy for expectations, these tests indicate
that very little of the predictive power of narrative intensity is explained by contemporaneous economic
variables.
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are overstated, however, their timing and direction is very similar to alternative measures

(Perez and Siegler 2003, p.950).7 Using a twelve-month prediction horizon matches the

standard set of inflation survey questions, which typically ask respondents about their

expectations for price changes in the following year.

The results of this regression are shown in Table 1. Over the full sample, the nar-

rative intensity index is a statistically significant predictor of future inflation; the grain

commodity-based measure is not.

Table 1: Predictors of twelve-month inflation

Twelve-month inflation

Constant 2.505∗∗∗

(0.420)
Inflation, t − 12 0.191∗

(0.109)
Narrative Intensity, t − 12 15.433∗∗∗

(3.498)
Grain FS factor, t − 12 0.259

(0.210)

Observations 1,663
Adjusted R2 0.197
Notes: Newey-West standard errors with twelve monthly lags are reported
in parentheses. ∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01.

Given the significant changes in the monetary system over the past 150 years, it is

necessary to examine how the predictive power of these measures has varied over time.

One approach, used by Álvarez and Correa-López (2020), is to test the predictive power

of each measure by running a regression similar to Equation 7 on a rolling window of

observations. However, results may be highly sensitive to the window size chosen. We

address this by running a rolling-window sequence of regressions using the time-weighted

least squares (TWLS) framework of Wang, Hao, and Wu (2021), in which more recent

observations are given a larger weighting than those in the distant past. Rather than

dropping out of the sample at a fixed point, the salience of observations decays over time.

In this model, the weighting of a given observation in the regression is given by:

wt = λ(T −t), t = 1, 2, 3...T − 1 (8)

7. The analysis specific to pre-1913 later in the paper is repeated using the General Price Level index
from the NBER Macrohistory database as an alternative to Shiller’s CPI, and the results remain similar.
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For example, if λ is set equal to 0.99, each preceding observation has a 1% lower weighting

than the one after it. When λ = 1, the model is equivalent to OLS. A window size z

months must also be chosen, but as long as z is reasonably large this will not have a

significant effect on the results, because observations have very low weightings by the

time they drop out of the sample.

For each successive TWLS regression, we store the p-values of each independent vari-

able, measuring the extent to which inflation, narrative intensity, and commodity spreads

predicted inflation within that window. In order to graph how these respective predictive

powers changed over time, we perform a negative log transformation of the p-values, and

assign each log transformed p-value a sign according to whether the coefficient for its

associated regression was positive or negative. For example, a p-value of 0.01 returns a

value of 2 if the relationship is positive, and -2 if the relationship is negative.

The results of this procedure for narrative intensity and grains spreads, with λ = 0.99

and z = 360 are shown in Figure 3.8 Each plotted estimate requires a sample of at least

120 usable months, so the first displayed estimates occur in December 1882 for narrative

intensity and August 1888 for grain spreads. The dashed lines indicate statistical signifi-

cance at the 5% level. Narrative intensity is a statistically significant predictor of future

inflation for the majority of the sample. The strength of this relationship varies: it is

particularly predictive prior to the end of World War I, and in the periods covering the

Great Depression and the latter part of the Great Inflation. The grains spread measure

is weakly effective prior to World War I and in the post-World War II era. However, it

is unrelated to future inflation for much of the sample, and performs particularly poorly

during periods of price instability. In the mid-2000s, the direction of the relationship

turns sharply negative, illustrating a relationship that has previously been identified by

Gospodinov and Ng (2013). The implication is that high commodity spot prices relative

to futures prices may now be predictive of higher inflation.

8. Versions of this graph using different values of λ and z are included in Appendix Figure C2.
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Figure 3: Predictive Power of Narrative Intensity and Grain Spot-Futures Spreads.

Notes: Signed negative log transformations of the p-values from TWLS regressions of twelve-month
inflation in month t on predictors dated t − 12. The p-values are based on Newey-West standard
errors with twelve monthly lags. Positive values indicate positive coefficients, while negative values
indicate negative coefficients. The dashed lines mark significance at the 5% level. z = 360, λ = 0.99,
and regressions require at least 120 observations.

Figure 4 repeats this methodology using forecasting horizons of 1-12 months. Narra-

tive intensity is more consistently statistically significant at shorter horizons, although

it remains significant for the majority of the sample regardless of the horizon chosen.

Commodity grain spreads rarely predict inflation over any time horizon shown.
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Figure 4: TWLS Results for One- to Twelve-Month Inflation Horizons

Notes: For horizon h, inflation is calculated as π
(h)
t+h = 100(CPIt+h − CPIt)/CPIt. The

predictors, all dated t, are the corresponding backward-looking h-month CPI change,
narrative intensity, and the grain futures–spot factor. The vertical axis reports the coefficient
sign multiplied by − log10(p). The log transformed p-values are based on Newey-West
standard errors with twelve monthly lags, and the dotted lines indicate significance at the
5% level. Positive values indicate positive coefficients, while negative values indicate negative
coefficients. All regressions use a 360-month rolling window, λ = 0.99, and require at least
120 observations.

Results of the rolling TWLS for the other groups of commodities are shown in Figure 5.

Metals spreads have some predictive power for inflation prior to 2008, but the direction

of relationship reverses after 2013. Softs spreads also have a negative relationship with

future inflation post-2015. Oilseeds, livestock, and energy spreads are only occasionally

predictive of inflation, and the direction of this relationship varies. For commodity groups
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with a sufficiently long dataset, it is clear that narrative intensity has been a much more

effective predictor of inflation.

Figure 5: Time-Varying Predictive Coefficients for Commodity Spreads.

Notes: Signed negative log transformations of the p-values from TWLS regressions of twelve-
month inflation in month t on predictors dated t − 12. The p-values are based on Newey-West
standard errors with twelve monthly lags. Positive values indicate positive coefficients, while
negative values indicate negative coefficients. The dashed lines mark significance at the 5%
level. z = 360, λ = 0.99, and regressions require at least 120 observations.

Since p-values incorporate both effect sizes and standard errors, the economic signifi-

cance of these results is unclear. Figure 6 shows the change in adjusted R2 when Narrative

Intensity dated t − 12 is added to a TWLS regression of twelve-month inflation in t on

twelve-month inflation in t − 12. The pattern closely matches that of Figure 3. When

the relationship is at its strongest, narrative intensity explains an additional 30% of one-
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year-ahead inflation when compared to predictions made using current inflation alone.

Graphs of the effect sizes associated with each measure over time, at one, six, and twelve

month horizons, are included in Appendix Figure C1.

Figure 6: Incremental Adjusted R2 of Narrative Intensity

Notes: The figure reports the change in adjusted R2 when Narrative Intensity dated t−12 is added
to a TWLS regression of twelve-month inflation in t on twelve-month inflation in t − 12. z = 360,
λ = 0.99, and regressions require at least 120 observations.

Although we are agnostic as to the extent to which narrative intensity is a direct

response to contemporaneous economic fundamentals, it is nevertheless informative to

explore the effect that controlling for macroeconomic data has on these results. While

controlling for all possible fundamentals is impossible given the timescale of the data,

we run a version of the TWLS that, in addition to lags of CPI inflation and grain com-

modity spreads, contains the lagged producer price index (PPI) inflation and industrial

production. The results of this are shown in Figure 7. It can be seen that controlling

for these factors marginally reduces the predictive power of narrative intensity, but it

remains statistically significant during windows covering the Great Depression and Great

Inflation.
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Figure 7: Macroeconomic Predictors of Inflation.

Notes: Signed negative log transformations of the p-values from TWLS regressions of twelve-
month inflation in month t on predictors dated t − 12. The p-values are based on Newey-West
standard errors with twelve monthly lags. Positive values indicate positive coefficients, while
negative values indicate negative coefficients. The dashed lines mark significance at the 5% level.
z = 360, λ = 0.99, and regressions require at least 120 observations.

An alternative validation method is to compare the narrative measure to survey data

for the period in which surveys are available. Figure 8 shows a standardized narrative

intensity index against the standardized results of the Michigan Survey of Consumer

Inflation Expectations over their common sample. The strength of the relationship is

clear visually; the monthly correlation between the variables is 0.74.
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Figure 8: Narrative Intensity and the Michigan Survey of Inflation Expectations.

Notes: Standardized measures.

The apparent effectiveness of narrative intensity at proxying inflation expectations

allows us to use the measure to contribute to the economics literature in two ways.

First, what does the measure tell us about past inflation expectations, particularly during

significant episodes that occurred before the widespread use of survey data? Second, if,

as Shiller (2017) suggests, the spread of narratives is central to the formation of inflation

expectations, what factors lead to the formation of narratives? The remainder of the

paper addresses these questions.

4 Historical Inflation Expectations

4.1 Pre-1914 Inflation

Debates on inflation during the pre-war gold standard period have focused on whether

nominal interest rates increased in response to higher expected inflation (i.e. whether the

Fisher effect applied) (Barsky 1987; Barsky and De Long 1991; Mitchener and Weidenmier

2010; Perez and Siegler 2003). The relationship between nominal interest rates and future

inflation in this era was very weak, but some proportion of inflation was forecastable with

contemporaneous data, such as past inflation and gold production. Previous literature has

debated whether it is reasonable to expect contemporaries to have modeled the economy
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accurately enough to base inflation expectations on this information (Barsky and De Long

1991; Perez and Siegler 2003).

Table 2 shows a regression of the rate of inflation on twelve-month lags of inflation, nar-

rative intensity, and the change in the U.S. monetary gold stock for the period 1878-1914.

All three variables are statistically significant predictors of inflation, and the regression

has an adjusted R-squared of 0.148. This suggests that pre-1914 price changes were more

predictable than the current consensus suggests (Mitchener and Weidenmier 2010; Perez

and Siegler 2003). The effectiveness of the narrative intensity measure for predicting in-

flation one year in advance provides strong evidence that contemporaries had some ability

to foresee changes in prices. Notably, these expectations do not seem to have been based

on gold production or interest rates, which have correlations with narrative intensity of

-0.04 and -0.15 respectively. Taken together, these results suggest that contemporaries

had some ability to model the pre-war monetary economy, but largely did so by means

other than by tracking gold stocks.

Table 2: Predictors of 12-month Inflation, 1878-1914.

Twelve month Inflation

Narrative Intensity, t − 12 12.299∗∗∗

(3.298)
Gold Stock, t − 12 156.902∗∗∗

(46.506)
Inflation, t − 12 -0.240∗∗

(0.098)
Constant 2.994∗∗∗

(1.259)

Observations 426
Adjusted R-squared 0.148
Notes: 12-lag Newey West standard errors in parentheses
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

4.2 The Post-War Deflation

In the aftermath of World War I, a combination of wartime commitments and a power

struggle with the Treasury hamstrung the Federal Reserve’s ability to respond to post-

war inflation (Meltzer 2010, pp.93-104). In December 1919, worried about a fall in U.S.

gold reserves, it sharply increased discount rates to 6 per cent. This rate increase led to
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a significant recession, which was compounded by Fed’s slowness in responding when the

price level began to fall (Bordo and Wheelock 2011). Fed officials argued that returning

to the gold standard at the pre-war level was the only way to restore monetary credibility,

and this required wholly undoing the post-war inflation (Meltzer 2010, p.110). Sargent

(1982) has argued that counter-inflationary policies in this era were effective insofar as

they successfully changed contemporary expectations. This section of Figure 2 shows

this expectations channel in action: there is a sharp and significant drop in narrative

intensity in February 1920, despite the fact that measured inflation remained high and

rising. This low level then persists until the beginning of 1922, at which point inflation

was rapidly rising but had not yet turned positive. It then peaks at around the same

time as measured inflation in mid-1925.

4.3 The Great Depression

Explanations of the onset of the Great Depression hinge on the point at which deflation-

ary expectations became entrenched. If deflation was anticipated, this could help explain

the collapse in consumption that occurred after the Wall Street Crash, supporting ex-

planations of the Great Depression that treat it as a negative demand shock (Cecchetti

1992; Romer 1993). However, if deflation was unanticipated, this suggests that the debt-

deflation channel was more significant, with an unexpected increase in the real value

of debt forcing otherwise solvent debtors into bankruptcy (Hamilton 1992; Fisher 1933;

Klug, Landon-Lane, and White 2005). In prior literature, the range of estimates for the

point at which deflation became anticipated spans the entire duration of the Depression

(Binder 2016; Bordo, Erceg, and Evans 2000; Cecchetti 1992; Davis 2015; Dominguez,

Fair, and Shapiro 1988; Hamilton 1992; Romer and Romer 2013). The most influential

evidence that this deflation was largely unanticipated has come from commodity spreads,

which we find in section 3 to have little empirical validity (Binder and Kamdar 2022;

Hamilton 1992).

The narrative intensity measure for the 1920-35 period is shown in Figure 9. There is

a persistent fall as early as the last three months of 1929, and it continues to fall through

the beginning of 1930. By June 1930, when measured inflation had only just turned
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negative, it is at its lowest level since the deflation of 1921. A conservative interpretation

of our results would estimate expectations as turning conclusively deflationary by June

1930, with significant deflationary fears prior to this.9 Compared with other estimates of

expectations, our measure therefore suggests that deflation was more anticipated from an

earlier stage. This provides support for explanations of the onset of the Great Depression

that emphasize deflationary expectations contributing to a fall in consumption spending.

Figure 9: Narrative Intensity, 1920–1935

Notes: The bars show the monthly Narrative Intensity index. The dotted lines mark October 1929
and June 1930.

Recent literature on the end of the Great Depression has generally found that the

measures introduced by the Roosevelt administration in March 1933, particularly taking

the U.S. off the gold standard, created inflationary expectations that were essential to

the recovery (Ellison, Lee, and O’Rourke 2024). Our measure is consistent with this

hypothesis, with a sharp and sustained increase observed in March 1933 despite measured

inflation at that time remaining strongly negative.

4.4 World War II

World War II led to higher U.S. inflation, and the narrative intensity measure suggests

that this was largely anticipated, with a notable spike when war in Europe broke out

9. A Quandt-Andrews test for a single structural break in narrative intensity during the 1925-1932
period identifies June 1930 as the most statistically significant break point.
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